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Today

• The Crisis, QRPs, and Open Science


• New Initiatives to be aware of


• Pre-registration Demonstration


• Our Group’s Agenda

What Exactly is the 
Crisis?

One answer: A Proliferation of False 
Positives (Simmons et al., 2011)

• False Positives (Rejecting the null when we should’t) are a 
costly error:


• once they appear in the literature, they are particularly 
persistent (null results when replicating them are hard 
to publish)


• false positives waste resources: fruitless research 
programs and ineffective policy changes


• the field starts to lose credibility

One answer: A Proliferation of False 
Positives (Simmons et al., 2011)

• In Psychology, even though are nominal false positive rate 
is less than 5% (p<.05), “researcher degrees of freedom” 
increase this rate.

Lakens (2014)

P-Curving Professors and Elderly 12 

Figures 

Figure 1. P-curve distribution of elderly priming studies (black solid line), compared to the 

expected distribution when the null hypothesis is true (red dotted line) or the alternative 

hypothesis is true and studies were powered at 33% (green striped line). 
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P-Curve Elderly Priming

null of zero effect null of 33% power observed

18 p-values from 17 studies reported in 8 articles



Lakens (2014)
P-Curving Professors and Elderly 13 

Figure 2. P-curve results (black solid line) of professor priming studies, compared to the 

expected distribution when the null hypothesis is true (red dotted line) or the alternative 

hypothesis is true and studies were powered at 33% (green striped line) 
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null of zero effect null of 33% power observed

18 p-values from 16 studies reported in 8 articles

Questionable Research 
Practices (QRPs)

• using underpowered designs
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Research Article

Despite the existence of alternative analytical techniques 
(Rouder, Speckman, Sun, & Morey, 2009; Wagenmakers, 
Wetzels, Borsboom, & van der Maas, 2011), and notwith-
standing criticism (e.g., Nickerson, 2000), null-hypothesis 
significance testing (NHST) remains the main statistical 
tool in the analysis of psychological research data (Bak-
ker & Wicherts, 2011; Nuijten, Hartgerink, van Assen, 
Epskamp, & Wicherts, 2015; Wetzels et al., 2011). Much 
recent debate on how researchers use NHST in practice 
has concerned the inflation of the number of Type I 
errors, or rejection of the null hypothesis when it is in 
fact true (Asendorpf et  al., 2013; Bakker, van Dijk, & 
Wicherts, 2012; Simmons, Nelson, & Simonsohn, 2011; 
Wagenmakers et  al., 2011). Reducing the possibility of 
Type II errors is another important consideration in 
improving the quality of studies, however: Studies should 
be well powered (Fiedler, Kutzner, & Krueger, 2012; Sim-
mons et al., 2011).

It has long been argued that researchers should 
 conduct formal power analyses before starting data 

collection (Cohen, 1965, 1990), yet it continues to be the 
case that many studies in the psychological literature are 
statistically underpowered (Bakker et al., 2012; Cohen, 
1990; Maxwell, 2004). Specifically, given the typical 
effect sizes (ESs) and sample sizes reported in the psy-
chological literature, the statistical power of a typical 
two-group between-subjects design has been estimated 
to be less than .50 (Cohen, 1990) or even .35 (Bakker 
et al., 2012). These low power estimates appear to con-
tradict the finding that more than 90% of published stud-
ies in the literature have p values below the typical 
threshold for significance (i.e., α = .05; Fanelli, 2010; 
Sterling, Rosenbaum, & Weinkam, 1995). This apparent 
discrepancy is often attributed to the combination of 
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Abstract
Many psychology studies are statistically underpowered. In part, this may be because many researchers rely on 
intuition, rules of thumb, and prior practice (along with practical considerations) to determine the number of subjects 
to test. In Study 1, we surveyed 291 published research psychologists and found large discrepancies between their 
reports of their preferred amount of power and the actual power of their studies (calculated from their reported typical 
cell size, typical effect size, and acceptable alpha). Furthermore, in Study 2, 89% of the 214 respondents overestimated 
the power of specific research designs with a small expected effect size, and 95% underestimated the sample size 
needed to obtain .80 power for detecting a small effect. Neither researchers’ experience nor their knowledge predicted 
the bias in their self-reported power intuitions. Because many respondents reported that they based their sample sizes 
on rules of thumb or common practice in the field, we recommend that researchers conduct and report formal power 
analyses for their studies.
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Researchers typically overestimate their study’s power, 
and underestimate the sample size need to obtain .80 

power with a small effect size.

How do researchers typically 
determine the sample size?

• According to Bakker et al. (2016), the answers are:


• Practical constraints


• Some rule of thumb (e.g., 20 per cell)


• Based on common practice in their field


• Want as many as possible 

How many participants do you actually 
need for a two-condition study?

Intuitions About Power 1073

around 0.4, on average, our results suggest that research-
ers typically underestimate the sample sizes needed for 
studying effects that they deem to be typical. Unexpect-
edly, we did find a difference in sample-size estimates 
among the three conditions: Respondents in the large-N 
condition gave the highest estimates. This might be a car-
ryover effect from the questions asking respondents to 
estimate the power of research designs (e.g., effect of 
anchoring and adjustment; Epley & Gilovich, 2006).

Other factors. To explore possible influences on 
respondents’ power intuitions, we looked at the data 
from both studies. We focused especially on the small-ES 
situations, because these are common in psychology and 
also because respondent’s intuitions were the least accu-
rate for these situations. First, we found that respondents 
who reported doing power analyses to determine their 
sample sizes did not estimate power better than those 
who did not report conducting power analyses. Almost 

half of the respondents in the researcher condition in 
Study 1 indicated that they generally used a power analy-
sis to determine their sample size (although they might 
not conduct a power analysis for every single study). The 
average calculated power for this group of respondents 
(Mt = .46, 95% CI = [.37, .55]) was not significantly higher 
than that for the remaining respondents in the researcher 
condition (Mt = .42, 95% CI = [.34, .51]). Furthermore, the 
amount of bias did not differ significantly between 
respondents who mentioned typically doing power anal-
yses (Mt = −.31, 95% CI = [−.40, −.22]) and those who did 
not (Mt = −.30, 95% CI = [−.39, −.22]).

Next, for Study 2, we used a principal components 
analysis to summarize respondents’ answers to the ques-
tions regarding their understanding of what power means 
(question correctly answered by 168 respondents, or 
78.5%), how often they conducted power analyses, and 
how good their statistical knowledge was. The first com-
ponent explained 50% of the variance, and we used hier-
archical regression analyses to investigate whether scores 
on this component predicted estimates of power and 
required sample sizes. (Separate results for the three 
questions, including full regression tables, are available 
in the Supplemental Material.) The dependent variables 
were the power and sample-size estimates for each pre-
sented research design. In the first model for each depen-
dent variable, we included only component score as a 
predictor; in the second model, we added condition; and 
in the third model, we added the interaction between 
component score and condition. We report results based 
on Model 2, which was always selected on the basis of 
the change in R2 except for predicting sample size in the 
small-ES scenario, in which case none of the models fit-
ted the data. No interactions between condition and 
component score were found. We did not find a signifi-
cant effect of component score on power estimates for 
the small-ES scenario (b = −0.01, t = −0.98, p = .329). 
However, when the ES was medium or large, respon-
dents with higher component scores had higher (and 
hence more accurate) power estimates (b = 0.02, t = 2.26, 
p = .025, and b = 0.04, t = 3.94, p < .001, respectively). 
Furthermore, when the specified ES was large, respon-
dents with higher component scores gave smaller esti-
mates of the sample size required to achieve a power of 
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Fig. 1. Results from Study 2: respondents’ mean estimate (20% trimmed 
mean) of the power of the presented research design for each combina-
tion of sample size and expected effect size. The error bars represent 
95% confidence intervals, and the lines indicate the true power of stud-
ies with the three expected effect sizes as a function of total sample 
size.

Table 2. Results From Study 2: Respondents’ Estimates of the Required Sample Size and the True 
Required Sample Size to Reach a Power of .8

Required sample size d = 0.20 (small ES) d = 0.50 (medium ES) d = 0.80 (large ES)

True 788 128 52
Estimated 216 [196, 236] 124 [114, 134] 77 [72, 83]

Note: The table presents the 20% trimmed means of the sample-size estimates, with 95% confidence intervals 
inside brackets. ES = effect size.
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Bottom line: You should be aiming for at least 60 participants 
per condition, assuming a medium ES and power of .80

Questionable Research 
Practices

• selective reporting or partial publication of data



Questionable Research 
Practices

• optional stopping

4  Simmons et al. 

Contradicting this intuition, Figure 1 shows the false-posi-
tive rates from additional simulations for a researcher who has 
already collected either 10 or 20 observations within each of 
two conditions, and then tests for significance every 1, 5, 10, 
or 20 per-condition observations after that. The researcher 
stops collecting data either once statistical significance is 
obtained or when the number of observations in each condi-
tion reaches 50.

Figure 1 shows that a researcher who starts with 10 obser-
vations per condition and then tests for significance after every 
new per-condition observation finds a significant effect 22% 
of the time. Figure 2 depicts an illustrative example continuing 
sampling until the number of per-condition observations 
reaches 70. It plots p values from t tests conducted after each 

pair of observations. The example shown in Figure 2 contra-
dicts the often-espoused yet erroneous intuition that if an 
effect is significant with a small sample size then it would nec-
essarily be significant with a larger one.

Solution
As a solution to the flexibility-ambiguity problem, we offer 
six requirements for authors and four guidelines for reviewers 
(see Table 2). This solution substantially mitigates the problem 
but imposes only a minimal burden on authors, reviewers, and 
readers. Our solution leaves the right and responsibility of 
identifying the most appropriate way to conduct research in 
the hands of researchers, requiring only that authors provide 
appropriately transparent descriptions of their methods so that 
reviewers and readers can make informed decisions regarding 
the credibility of their findings. We assume that the vast major-
ity of researchers strive for honesty; this solution will not help 
in the unusual case of willful deception.

Requirements for authors
We propose the following six requirements for authors.

1. Authors must decide the rule for terminating data 
collection before data collection begins and report 
this rule in the article. Following this requirement 
may mean reporting the outcome of power calcu-
lations or disclosing arbitrary rules, such as “we 
decided to collect 100 observations” or “we decided 
to collect as many observations as we could before 
the end of the semester.” The rule itself is secondary, 
but it must be determined ex ante and be reported.
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Fig. 1. Likelihood of obtaining a false-positive result when data collection 
ends upon obtaining significance (p ≤ .05, highlighted by the dotted line).  The 
figure depicts likelihoods for two minimum sample sizes, as a function of the 
frequency with which significance tests are performed.
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Fig. 2. Illustrative simulation of p values obtained by a researcher who 
continuously adds an observation to each of two conditions, conducting 
a t test after each addition. The dotted line highlights the conventional 
significance criterion of p ≤ .05.

Table 2. Simple Solution to the Problem of False-Positive 
Publications

Requirements for authors
 1.   Authors must decide the rule for terminating data collection 

before data collection begins and report this rule in the article.
 2.   Authors must collect at least 20 observations per cell or else 

provide a compelling cost-of-data-collection justification.
 3.  Authors must list all variables collected in a study.
 4.   Authors must report all experimental conditions, including 

failed manipulations.
 5.   If observations are eliminated, authors must also report what 

the statistical results are if those observations are included.
 6.   If an analysis includes a covariate, authors must report the 

statistical results of the analysis without the covariate.
Guidelines for reviewers
 1.  Reviewers should ensure that authors follow the requirements.
 2.  Reviewers should be more tolerant of imperfections in results.
 3.   Reviewers should require authors to demonstrate that their 

results do not hinge on arbitrary analytic decisions.
 4.   If justifications of data collection or analysis are not compel-

ling, reviewers should require the authors to conduct an 
exact replication.

Simmons et al. (2011)

Questionable Research 
Practices

• p-value rounding

Questionable Research 
Practices

• file drawer effect

Questionable Research 
Practices

• post-hoc storytelling (HARKing)



Personality and Social Psychology Review 
1998, Vol. 2, No.3, 196-217 

Copyright © 1998 by 
Lawrence Erlbaum Associates, Inc. 

HARKing: Hypothesizing After the Results are Known 

Norbert L. Kerr 
Department of Psychology 
Michigan State University 

This article considers a practice in scientific communication termed HARKing (Hy-
pothesizing After the Results are Known). HARKing is defined as presenting a post 
hoc hypothesis (i.e., one based on or informed by one's results) in one's research 
report as if it were, in fact, an a priori hypotheses. Several forms of HARKing are 
identified and survey data are presented that suggests that at least some forms of 
HARKing are widely practiced and widely seen as inappropriate. I identify several 
reasons why scientists might HARK. Then I discuss several reasons why scientists 
ought notto HARK. It is conceded that the question of whether HARKing's costs exceed 
its benefits is a complex one that ought to be addressed through research, open 
discussion, and debate. To help stimulate such discussion (andfor those such as myself 
who suspect that HARKing's costs do exceed its benefits), I conclude the article with 
some suggestions for deterring HARKing. 

A reader quick, keen, and leery 
Did wonder, ponder, and query 
When results clean and tight 
Fit predictions just right 
If the data preceded the theory 
Anonymous 

Practically every modern textbook on scientific re-
search methods teaches some version oflogical empiri-
cism's hypothetico-deductive (HD) approach (e.g., 
Hempel, 1966), particularly for experimental research. 
That approach prescribes deducing or deriving one or 
more explicit and testable hypotheses from some plau-
sible theory(ies) about the phenomena of interest prior 
to designing one's research. The whole process of re-
search design is fundamentally guided and constrained 
by these hypotheses: What one chooses to look at and 
how one chooses to look depend vitally upon what 

Editor Note: This article was submitted and reviewed after Nor-
bert Kerr had completed his term as associate editor of Personality 
and Social Psychology Review. 

Support during the period in which the initial draft of this article 
was written was generously provided by the Department of Social 
and Organizational Psychology, University of Leiden. 

The ideas in this article have been challenged and refined by the 
comments and suggestions of dozens of colleagues. Particularly 
helpful were the comments of John Adamopoulos, Steve Fuller, Tony 
Greenwald, Sara Kiesler, Pat Laughlin, Dick McGlynn, and Aljan 
Wit. The final draft of the article was improved substantially by 
suggestions ofthe editor and an anonymous reviewer. 

Of course, I must take personal responsibility for the various ways 
I have employed (and, perhaps, at times, distorted) within this article 
the provocative suggestions that so many have offered. 

Requests for reprints should be sent to Norbert L. Kerr, Depart-
ment of Psychology, 433 Baker Hall, Michigan State University, East 
Lansing, MI 48824-1117. E-mail: kerr@pilot.msu.edu. 
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question(s) one chooses to pose. And, until fairly re-
cently, nearly all textbooks that offered instruction on 
how to write up one's research for publication pre-
scribed organizing the introduction of one's research 
report around the a priori hypotheses. Such hypotheses 
serve important functions, both justifying and giving 
meaning to the empirical research to be reported. 

However, in the last few years, several textbooks and 
articles have suggested a departure from this traditional 
approach (Baumeister, 1993; Bern, 1987, 1991; Dane, 
1990; Sternberg, 1992). One of the earliest and prob-
ably the clearest statement of this nontraditional ap-
proach can be found in Bern (1987): 

There are two possible articles you can write: (1) the 
article you planned to write when you designed your 
study or (2) the article that makes the most sense now 
that you have seen the results. They are rarely the same, 
and the correct answer is (2) ... the bestjoumal articles 
are informed by the actual empirical findings from the 
opening sentence. (p. 172) 

Bern (1987) acknowledges that the traditional HD 
strategy should be used in some situations when writing 
up one's results, requiring an author to explicitly report 
findings contrary to one's a priori hypotheses (i.e., 
negative results): "If your study was genuinely de-
signed to test hypotheses that derive from a formal 
theory or are of wide general interest for some other 
reason, then [negative results] should remain the focus 
of your article" (p. 173). 

But Bern (1987) goes on to argue that if one's study 
is actually exploratory or initiated by "speculations of 
the 'I-wonder-if ... ' variety, ... nobody cares if you 
were wrong" (p. 173). How is one to judge whether 

Questionable Research 
Practices

• manipulation of outliers 

An Example: Reaction Times 
(from Simmons et al., 2011)

• In 30 Psych Science articles that reported reaction times:


• Most (but not all) researchers excluded some responses as too fast: 


• the fastest 2.5%


• faster than 2 standard deviations from the mean


• faster than 100 or 150 or 200 or 300 ms


• “Too slow” responses:


• slowest 2.5% or 10%


• 2 or 2.5 or 3 standard deviations slower than the mean


• 1.5 SD slower than that condition’s mean


• slower than 1,000 or 1,200 or 1,500 or 2,000 or 3,000 or 5,00 ms.

Questionable Research 
Practices

• using small sample sizes


• selective reporting or partial publication of data


•  optional stopping


•  p-value rounding


•  file drawer effect


• post-hoc storytelling


•  manipulation of outliers 

The cumulative effect of all these 
QRPs is that our published 

findings are much stronger than 
they actually are…

Published in 
Science,  

August 2015

Another sign 
that we are in 

a crisis
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PSYCHOLOGY

Estimating the reproducibility of
psychological science
Open Science Collaboration*

INTRODUCTION: Reproducibility is a defin-
ing feature of science, but the extent to which
it characterizes current research is unknown.
Scientific claims should not gain credence
because of the status or authority of their
originator but by the replicability of their
supporting evidence. Even research of exem-
plary quality may have irreproducible empir-
ical findings because of random or systematic
error.

RATIONALE: There is concern about the rate
and predictors of reproducibility, but limited
evidence. Potentially problematic practices in-
clude selective reporting, selective analysis, and
insufficient specification of the conditions nec-
essary or sufficient to obtain the results. Direct
replication is the attempt to recreate the con-
ditions believed sufficient for obtaining a pre-

viously observed finding and is the means of
establishing reproducibility of a finding with
new data. We conducted a large-scale, collab-
orative effort to obtain an initial estimate of
the reproducibility of psychological science.

RESULTS:We conducted replications of 100
experimental and correlational studies pub-
lished in three psychology journals using high-
powered designs and original materials when
available. There is no single standard for eval-
uating replication success. Here, we evaluated
reproducibility using significance and P values,
effect sizes, subjective assessments of replica-
tion teams, and meta-analysis of effect sizes.
The mean effect size (r) of the replication ef-
fects (Mr = 0.197, SD = 0.257) was half the mag-
nitude of the mean effect size of the original
effects (Mr = 0.403, SD = 0.188), representing a

substantial decline.Ninety-sevenpercent of orig-
inal studies had significant results (P < .05).
Thirty-six percent of replications had signifi-

cant results; 47% of origi-
nal effect sizes were in the
95% confidence interval
of the replication effect
size; 39% of effects were
subjectively rated to have
replicated the original re-

sult; and if no bias in original results is as-
sumed, combining original and replication
results left 68% with statistically significant
effects. Correlational tests suggest that repli-
cation success was better predicted by the
strength of original evidence than by charac-
teristics of the original and replication teams.

CONCLUSION:No single indicator sufficient-
ly describes replication success, and the five
indicators examined here are not the only
ways to evaluate reproducibility. Nonetheless,
collectively these results offer a clear conclu-
sion: A large portion of replications produced
weaker evidence for the original findings de-
spite using materials provided by the original
authors, review in advance for methodologi-
cal fidelity, and high statistical power to detect
the original effect sizes. Moreover, correlational
evidence is consistent with the conclusion that
variation in the strength of initial evidence
(such as original P value) was more predictive
of replication success than variation in the
characteristics of the teams conducting the
research (such as experience and expertise).
The latter factors certainly can influence rep-
lication success, but they did not appear to do
so here.
Reproducibility is not well understood be-

cause the incentives for individual scientists
prioritize novelty over replication. Innova-
tion is the engine of discovery and is vital for
a productive, effective scientific enterprise.
However, innovative ideas become old news
fast. Journal reviewers and editors may dis-
miss a new test of a published idea as un-
original. The claim that “we already know this”
belies the uncertainty of scientific evidence.
Innovation points out paths that are possible;
replication points out paths that are likely;
progress relies on both. Replication can in-
crease certainty when findings are reproduced
and promote innovation when they are not.
This project provides accumulating evidence
for many findings in psychological research
and suggests that there is still more work to
do to verify whether we know what we think
we know.▪

RESEARCH

SCIENCE sciencemag.org 28 AUGUST 2015 • VOL 349 ISSUE 6251 943

The list of author affiliations is available in the full article online.
*Corresponding author. E-mail: nosek@virginia.edu
Cite this article as Open Science Collaboration, Science 349,
aac4716 (2015). DOI: 10.1126/science.aac4716

Original study effect size versus replication effect size (correlation coefficients). Diagonal
line represents replication effect size equal to original effect size. Dotted line represents replication
effect size of 0. Points below the dotted line were effects in the opposite direction of the original.
Density plots are separated by significant (blue) and nonsignificant (red) effects.

ON OUR WEB SITE
◥

Read the full article
at http://dx.doi.
org/10.1126/
science.aac4716
..................................................
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Only 39% of 
the replicated 

studies had 
significant 

results 

And the crisis IS NOT just 
limited to social or 

cognitive psychology…
It has been claimed and demonstrated that many (and 
possibly most) of the conclusions drawn from biomedi-
cal research are probably false1. A central cause for this 
important problem is that researchers must publish in 
order to succeed, and publishing is a highly competitive 
enterprise, with certain kinds of findings more likely to 
be published than others. Research that produces novel 
results, statistically significant results (that is, typically 
p < 0.05) and seemingly ‘clean’ results is more likely to be 
published2,3. As a consequence, researchers have strong 
incentives to engage in research practices that make 
their findings publishable quickly, even if those prac-
tices reduce the likelihood that the findings reflect a true 
(that is, non-null) effect4. Such practices include using 
flexible study designs and flexible statistical analyses 
and running small studies with low statistical power1,5. 
A simulation of genetic association studies showed 
that a typical dataset would generate at least one false 
positive result almost 97% of the time6, and two efforts 
to replicate promising findings in biomedicine reveal 
replication rates of 25% or less7,8. Given that these pub-
lishing biases are pervasive across scientific practice, it 
is possible that false positives heavily contaminate the 
neuroscience literature as well, and this problem may 
affect at least as much, if not even more so, the most 
prominent journals9,10.

Here, we focus on one major aspect of the problem: 
low statistical power. The relationship between study 
power and the veracity of the resulting finding is 
under-appreciated. Low statistical power (because of 

low sample size of studies, small effects or both) nega-
tively affects the likelihood that a nominally statistically 
significant finding actually reflects a true effect. We dis-
cuss the problems that arise when low-powered research 
designs are pervasive. In general, these problems can be 
divided into two categories. The first concerns prob-
lems that are mathematically expected to arise even if 
the research conducted is otherwise perfect: in other 
words, when there are no biases that tend to create sta-
tistically significant (that is, ‘positive’) results that are 
spurious. The second category concerns problems that 
reflect biases that tend to co-occur with studies of low 
power or that become worse in small, underpowered 
studies. We next empirically show that statistical power 
is typically low in the field of neuroscience by using evi-
dence from a range of subfields within the neuroscience 
literature. We illustrate that low statistical power is an 
endemic problem in neuroscience and discuss the impli-
cations of this for interpreting the results of individual 
studies.

Low power in the absence of other biases
Three main problems contribute to producing unreliable 
findings in studies with low power, even when all other 
research practices are ideal. They are: the low probability of 
finding true effects; the low positive predictive value (PPV; 
see BOX 1 for definitions of key statistical terms) when an 
effect is claimed; and an exaggerated estimate of the mag-
nitude of the effect when a true effect is discovered. Here, 
we discuss these problems in more detail.
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Power failure: why small sample 
size undermines the reliability of 
neuroscience
Katherine S. Button1,2, John P. A. Ioannidis3, Claire Mokrysz1, Brian A. Nosek4, 
Jonathan Flint5, Emma S. J. Robinson6 and Marcus R. Munafò1

Abstract | A study with low statistical power has a reduced chance of detecting a true effect, 
but it is less well appreciated that low power also reduces the likelihood that a statistically 
significant result reflects a true effect. Here, we show that the average statistical power of 
studies in the neurosciences is very low. The consequences of this include overestimates of 
effect size and low reproducibility of results. There are also ethical dimensions to this 
problem, as unreliable research is inefficient and wasteful. Improving reproducibility in 
neuroscience is a key priority and requires attention to well-established but often ignored 
methodological principles.
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for water maze and radial maze, respectively. Our results 
indicate that the median statistical power for the water 
maze studies and the radial maze studies to detect these 
medium to large effects was 18% and 31%, respectively 
(TABLE 2). The average sample size in these studies was 22 
animals for the water maze and 24 for the radial maze 
experiments. Studies of this size can only detect very 
large effects (d = 1.20 for n = 22, and d = 1.26 for n = 24) 
with 80% power — far larger than those indicated by 
the meta-analyses. These animal model studies were 
therefore severely underpowered to detect the summary 
effects indicated by the meta-analyses. Furthermore, the 
summary effects are likely to be inflated estimates of the 
true effects, given the problems associated with small 
studies described above.

The results described in this section are based on 
only two meta-analyses, and we should be appropriately 
cautious in extrapolating from this limited evidence. 
Nevertheless, it is notable that the results are so con-
sistent with those observed in other fields, such as the 
neuroimaging and neuroscience studies that we have 
described above.

Implications
Implications for the likelihood that a research finding 
reflects a true effect. Our results indicate that the aver-
age statistical power of studies in the field of neurosci-
ence is probably no more than between ~8% and ~31%, 
on the basis of evidence from diverse subfields within 
neuro-science. If the low average power we observed 
across these studies is typical of the neuroscience lit-
erature as a whole, this has profound implications for 
the field. A major implication is that the likelihood that 
any nominally significant finding actually reflects a true 
effect is small. As explained above, the probability that 
a research finding reflects a true effect (PPV) decreases 
as statistical power decreases for any given pre-study 
odds (R) and a fixed type I error level. It is easy to show 
the impact that this is likely to have on the reliability of 
findings. FIGURE 4 shows how the PPV changes for a range 
of values for R and for a range of v alues for the average 
power in a field. For effects that are genuinely non-null, 
FIG. 5 shows the degree to which an effect size estimate 
is likely to be inflated in initial studies — owing to the 
winner’s curse phenomenon — for a range of values for 
statistical power.

 The estimates shown in FIGS 4,5 are likely to be opti-
mistic, however, because they assume that statistical 
power and R are the only considerations in determin-
ing the probability that a research finding reflects a true 
effect. As we have already discussed, several other biases 
are also likely to reduce the probability that a research 
finding reflects a true effect. Moreover, the summary 
effect size estimates that we used to determine the statis-
tical power of individual studies are themselves likely to 
be inflated owing to bias — our excess of significance test 
provided clear evidence for this. Therefore, the average 
statistical power of studies in our analysis may in fact be 
even lower than the 8–31% range we observed.

Ethical implications. Low average power in neuro-
science studies also has ethical implications. In our 
analysis of animal model studies, the average sample 
size of 22 animals for the water maze experiments was 
only sufficient to detect an effect size of d = 1.26 with 

Table 1 (cont.) | Characteristics of included meta-analyses

Study k N Summary effect size Power Refs

Median (range) Cohen’s d OR Random or 
fixed effects

Median 
(range)

Yang 3  0.67 NA  67

Yuan 14  Fixed  

Zafar  1.07* Random  69

Zhang 12  1.27 Random   70

Zhu  Random  71

The choice of fixed or random effects model was made by the original authors of the meta-analysis. k, number of studies; NA, not 
available; OR, odds ratio. * indicates the relative risk.

Figure 3 | Median power of studies included in 
neuroscience meta-analyses. The figure shows a 
histogram of median study power calculated for each of 
the n = 49 meta-analyses included in our analysis, with the 
number of meta-analyses (N) on the left axis and percent 
of meta-analyses (%) on the right axis. There is a clear 
bimodal distribution; n = 15 (31%) of the meta-analyses 
comprised studies with median power of less than 11%, 
whereas n = 7 (14%) comprised studies with high average 
power in excess of 90%. Despite this bimodality, most 
meta-analyses comprised studies with low statistical 
power: n    d ed  st d  er  ess t  
31%. The meta-analyses (n = 7) that comprised studies 
with high average power in excess of 90% had their 
broadly neurological subject matter in common.
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© 2013 Macmillan Publishers Limited. All rights reserved Registration of confirmatory analysis plan. Both explor-
atory and confirmatory research strategies are legiti-
mate and useful. However, presenting the result of an 
exploratory analysis as if it arose from a confirmatory 
test inflates the chance that the result is a false positive. 
In particular, p-values lose their diagnostic value if they 
are not the result of a pre-specified analysis plan for 
which all results are reported. Pre-registration — and, 
ultimately, full reporting of analysis plans — clarifies 
the distinction between confirmatory and explora-
tory analysis, encourages well-powered studies (at least 
in the case of confirmatory analyses) and reduces the 
file-drawer effect. These subsequently reduce the likeli-
hood of false positive accumulation. The Open Science 
Framework (OSF) offers a registration mechanism for 
scientific research. For observational studies, it would 
be useful to register datasets in detail, so that one can be 
aware of how extensive the multiplicity and complexity 
of analyses can be94.

Improving availability of materials and data. Making 
research materials available will improve the quality 
of studies aimed at replicating and extending research 
findings. Making raw data available will improve data 
aggregation methods and confidence in reported 
results. There are multiple repositories for making data 
more widely available, such as The Dataverse Network 
Project and Dryad) for data in general and others 
such as OpenfMRI, INDI and OASIS for neuroimag-
ing data in particular. Also, commercial repositories 
(for example, figshare) offer means for sharing data 
and other research materials. Finally, the OSF offers 
infrastructure for documenting, archiving and sharing 

data within collaborative teams and also making some 
or all of those research materials publicly available. 
Leading journals are increasingly adopting policies for 
making data, protocols and analytical codes available, 
at least for some types of studies. However, these poli-
cies are uncommonly adhered to95, and thus the ability 
for independent experts to repeat published analysis 
remains low96.

Incentivizing replication. Weak incentives for conduct-
ing and publishing replications are a threat to identifying 
false positives and accumulating precise estimates of 
research findings. There are many ways to alter repli-
cation incentives97. For example, journals could offer a 
submission option for registered replications of impor-
tant research results (see, for example, a possible new 
submission format for Cortex98). Groups of researchers 
can also collaborate on performing one or many replica-
tions to increase the total sample size (and therefore the 
statistical power) achieved while minimizing the labour 
and resource impact on any one contributor. Adoption 
of the gold standard of large-scale collaborative con-
sortia and extensive replication in fields such as human 
genome epidemiology has transformed the reliability 
of the produced findings. Although previously almost 
all of the proposed candidate gene associations from 
small studies were false99 (with some exceptions100), col-
laborative consortia have substantially improved power, 
and the replicated results can be considered highly reli-
able. In another example, in the field of psychology, the 
Reproducibility Project is a collaboration of more than 
100 researchers aiming to estimate the reproducibility 
of psychological science by replicating a large sample of 
studies published in 2008 in three psychology journals92. 
Each individual research study contributes just a small 
portion of time and effort, but the combined effect is 
substantial both for accumulating replications and for 
generating an empirical estimate of reproducibility.

Concluding remarks. Small, low-powered studies are 
endemic in neuroscience. Nevertheless, there are reasons 
to be optimistic. Some fields are confronting the prob-
lem of the poor reliability of research findings that arises 
from low-powered studies. For example, in genetic epi-
demiology sample sizes increased dramatically with the 
widespread understanding that the effects being sought 
are likely to be extremely small. This, together with an 
increasing requirement for strong statistical evidence 
and independent replication, has resulted in far more 
reliable results. Moreover, the pressure for emphasiz-
ing significant results is not absolute. For example, the 
Proteus phenomenon101 suggests that refuting early 
results can be attractive in fields in which data can be 
produced rapidly. Nevertheless, we should not assume 
that science is effectively or efficiently self-correcting102. 
There is now substantial evidence that a large propor-
tion of the evidence reported in the scientific literature 
may be unreliable. Acknowledging this challenge is the 
first step towards addressing the problematic aspects 
of current  scientific practices and identifying effective 
solutions.

Box 2 | Recommendations for researchers

Perform an a priori power calculation
Use the existing literature to estimate the size of effect you are looking for and design 
your study accordingly. If time or financial constraints mean your study is 
underpowered, make this clear and acknowledge this limitation (or limitations) in the 
interpretation of your results.

Disclose methods and findings transparently
If the intended analyses produce null findings and you move on to explore your data in 
other ways, say so. Null findings locked in file drawers bias the literature, whereas 
exploratory analyses are only useful and valid if you acknowledge the caveats and 
limitations.

Pre-register your study protocol and analysis plan
Pre-registration clarifies whether analyses are confirmatory or exploratory, encourages 
well-powered studies and reduces opportunities for non-transparent data mining and 
selective reporting. Various mechanisms for this exist (for example, the Open Science 
Framework).

Make study materials and data available
Making research materials available will improve the quality of studies aimed at 
replicating and extending research findings. Making raw data available will enhance 
opportunities for data aggregation and meta-analysis, and allow external checking of 
analyses and results.

Work collaboratively to increase power and replicate findings
Combining data increases the total sample size (and therefore power) while minimizing 
the labour and resource impact on any one contributor. Large-scale collaborative 
consortia in fields such as human genetic epidemiology have transformed the reliability 
of findings in these fields.
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Even Hormone Research is 
Suspect…

Review

Statistical and Methodological Considerations
for the Interpretation of Intranasal Oxytocin
Studies
Hasse Walum, Irwin D. Waldman, and Larry J. Young

ABSTRACT
Over the last decade, oxytocin (OT) has received focus in numerous studies associating intranasal administration of
this peptide with various aspects of human social behavior. These studies in humans are inspired by animal research,
especially in rodents, showing that central manipulations of the OT system affect behavioral phenotypes related to
social cognition, including parental behavior, social bonding, and individual recognition. Taken together, these
studies in humans appear to provide compelling, but sometimes bewildering, evidence for the role of OT in
influencing a vast array of complex social cognitive processes in humans. In this article, we investigate to what extent
the human intranasal OT literature lends support to the hypothesis that intranasal OT consistently influences a wide
spectrum of social behavior in humans. We do this by considering statistical features of studies within this field,
including factors like statistical power, prestudy odds, and bias. Our conclusion is that intranasal OT studies are
generally underpowered and that there is a high probability that most of the published intranasal OT findings do not
represent true effects. Thus, the remarkable reports that intranasal OT influences a large number of human social
behaviors should be viewed with healthy skepticism, and we make recommendations to improve the reliability of
human OT studies in the future.

Keywords: Bias, Effect size, Neuroendocrinology, Positive predictive value, Social cognition, Statistical power
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Oxytocin (OT) has been the subject of intensive investigation
for several decades due to its pivotal role in reproductive
physiology. More recently, attention has turned to its role in
regulating complex social behavior, including parental care,
social bonding, and social cognition in general (1–6).

Much of the excitement regarding OT over the past decade
has been driven by a remarkable proliferation of research
suggesting that intranasal OT (IN-OT) administration influen-
ces various aspects of human social behavior (7). These
studies appear to provide compelling, but sometimes bewil-
dering, evidence for the role of OT in influencing complex
social cognitive processes in humans. If all of the conclusions
from human OT research were true, one might characterize OT
as the elixir of the social brain. Yet, we know from the nature of
the scientific process that all findings that are statistically
significant do not represent true effects.

Our goal here is to discuss quantitatively some statistical
and methodological limitations that should moderate our
interpretation of the vast literature on the effects of IN-OT
on human social behavior. These limitations are not specific to
IN-OT research, but we are particularly concerned that there is
a certain degree of irrational exuberance emerging from this
field that could be detrimental to the field when initial reports
are not replicated. We feel that researchers and the media
should maintain an appropriate level of skepticism and regard
individual reports not as fact, but as evidence to be

considered in the context of the limitations presented here.
Our discussion is focused on evidence-based concepts and
we consider statistical and methodological issues of IN-OT
studies, including factors like statistical power, prestudy odds,
and bias. We conclude that the literature on the effects of IN-
OT on human behavior should be interpreted cautiously and
provide some recommendations to improve reliability of IN-OT
data and moving OT research forward.

THE STATISTICAL POWER OF BEHAVIORAL IN-OT
STUDIES IN HUMANS

Statistical power is the probability that a test will be able to
reject the null hypothesis considering a true relation with a
given effect size. True effect size values are, however, difficult,
if not impossible, to acquire. This problem can to some extent
be avoided by using effect size estimates from meta-analyses
of relevant prior studies. Even though summary effects from
meta-analyses can be inflated due to various sources of bias
(8), these analyses provide the best estimates of the true
effect size.

To date, three meta-analyses of the effects of IN-OT on
human behavior have been published. Van IJzendoorn and
Bakersmans-Kranenburg (9) investigated the effect of IN-OT
on facial emotion recognition (13 effect sizes, total n 5 408),
trust to in-group (8 effect sizes, total n 5 317), and trust to
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sizes can be achieved by more efficient routes of adminis-
tration. Central injections will, for obvious reasons, never be a
common way to administer drugs in humans. However, there
is an intriguing possibility that endogenous OT release could
be stimulated pharmacologically and have a robust effect on
OT-dependent behavior (35,36). For example, melanocortin
receptor agonists potentiate central OT release in the brain
(37,38), facilitate OT-dependent partner preferences in prairie
voles (35,37,39,40), and mimic the prosocial effects of OT in a
mouse model of autism (41). These alternate means of
manipulating the OT system, if used in humans, could
potentially increase the effect size to levels similar to central
injections of OT (36). In addition, research should be guided by
information of the neurobiological mechanisms underlying the
effects of OT on behavior gained from animal research. For
example, OT receptors are concentrated in cholinergic brain
regions regulating visual and auditory attention in nonhuman
primates (6,42,43), consistent with the putative localization of
OT receptors in human brain (44). Research in animals suggest
that OT enhances the salience and reinforcing value of social
stimuli, which is consistent with some evidence from human
studies involving IN-OT (45–47) and genetics (48). Under-
standing the precise neural and cognitive effects of OT
manipulation on the processing of social information can be
used to increase the efficacy of OT-based therapies to
improve social function in psychiatric disorders (36). Finally,
in the meta-analysis by Bakermans-Kranenburg and Van
IJzendoorn (11), IN-OT seems to have the largest effect size
in individuals with autism. Only four studies of autism were
included in the analysis and should therefore be interpreted
cautiously. However, the larger effect size for autism (d 5 .57)
compared with all clinical studies (d 5 .32) could indicate that
focusing on disorders characterized by deficits in social-
communicative skills could produce reliable results.

In summary, there are multiple ways for increasing the
reliability of OT-related research in humans so that we can
have a true understanding of the function of OT in the human
brain and maximize the therapeutic potential of this important
neuropeptide.
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The Way Out of the 
Crisis

Promote openness, 
integrity, and reproducibility 

in scientific research.

The Center for 
Open Science

Laura and 
John D. 
Arnold 

Foundation
In 2013 the foundation funded the launch of 
The Center for Open Science with a $5.25 
million grant and by 2017 had provided an 

additional $10 million in funding. It also 
funded the launch of the Meta-Research 
Innovation Center at Stanford at Stanford 

University run by John Ioannidis and Steven 
Goodman to study ways to improve scientific 

research. It also provided funding for the 
AllTrials initiative led in part by Ben Goldacre. 
As of 2017 it had given around $80 million in 

grants under its "Research Integrity" 
initiative.

Some New Initiatives
1. Pre-registration


2. Registered Reports


3. PsyArXiv


4. Open Journals 


5. Badges


6. TOP Guidelines


7. PRO


8. StudySwap



1. Pre-registration
In the first 16 months since its launch, 

AsPredicted.org now has 2,610 preregistrations, and 
the OSF has 6,000.  

2. Registered Reports

• Many journals now have a section dedicated to registered 
reports


• Could be for a replication, but not necessarily


• 65 journals now have this section, including Nature 
Human Behaviour

3. PsyArXiv.org PsyArXiv.org 4. Open Journals

• Open Journals provide “open access” to the content, 
either through authors paying fees for publication (APCs) 
or some other financial mechanism


• They also tend to be follow Open Science practices


• Example: Collabra Journals



Another New Journal: 
Advances in Methods and Practices in 

Psychological Science
5. Badges

Badges 6. Transparency and Openness 
Promotion (TOP) Guidelines



7. PRO Initiative PRO Initiative 8. StudySwap

A Pre-Registration 
Tutorial

UQ Open Science 
[Psychology]

• Some first steps:


• This meeting


• A website!



General Goals

• Teach other about new methods (R, latex, transparent 
writing, workflows)


• Advocate for change


• Become leaders in the Open Science movement in 
Australasia

A Proposal

• Let’s meet monthly (In October, Tuesday the 17th) at 4:00.


• Someone presents a tutorial/workshop on an a Tool, 
Open Science Technique, etc.


• We also set aside time at each meeting to discuss current 
progress and future plans

What can we do?

• At the Individual Level?


• At the School of Psychology Level?


• At the University Level?


• At the SE QLD Level?


• At the National Level?


